
Chapter 6

Case studies

6.1. Home prices

6.1.1. Data description

The HOMES6 data file contains information on 76 single-family homes in

south Eugene, Oregon during 2005. The data were provided by Victoria Whit-

man, a realtor in Eugene, and were analyzed in Pardoe [2008]. We wish to

explain and predict the price of a single-family home (Price, in thousands of

dollars) using the following predictor variables:
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Floor = floor size (thousands of square feet)

Lot = lot size category (from 1 to 11—see later)

Bath = number of bathrooms (with half-bathrooms counting as 0.1—see later)

Bed = number of bedrooms (between 2 and 6)

Age = age (standardized: (year built−1970)/10—see later)

Gar = garage size (0, 1, 2, or 3 cars)

��2 = indicator for “active listing”

��3 = indicator for Edison Elementary

��0 = indicator for Harris Elementary

��3 = indicator for Adams Elementary

��A = indicator for Crest Elementary

�%0 = indicator for Parker Elementary

As discussed in Section 3.2, it is reasonable to assume that homes built on

properties with a large amount of land area command higher sale prices than

homes with less land, all else being equal. However, it is also reasonable to

suppose that an increase in land area of 2,000 square feet from 4,000 to 6,000

would make a larger difference (to sale price) than going from 24,000 to 26,000.

Thus, realtors have constructed lot size “categories,” which in their experience

correspond to approximately equal-sized increases in sale price. The categories

(variable Lot) used in this dataset are:

Lot size 0-3k 3-5k 5-7k 7-10k 10-15k 15-20k 20k-1ac 1-3ac 3-5ac 5-10ac 10-20ac

Category 1 2 3 4 5 6 7 8 9 10 11
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Lot sizes ending in “k” represent thousands of square feet, while “ac” stands

for acres—there are 43,560 square feet in an acre.

Realtors have also recognized that “half-bathrooms” (without a shower or

bathtub) are not valued by home buyers nearly as highly as “full” bathrooms.

In fact, it appears that their value is usually not even one-half of a full bathroom

and tends to be closer to one-tenth of their value—this is reflected in the

definition of the variable Bath, which records half-bathrooms with the value

0.1.

Different housing markets value properties of various ages in different ways.

This particular market has a mix of homes that were built from 1905 to 2005,

with an average of around 1970. In the realtor’s experience, both very old homes

and very new homes tend to command a price premium relative to homes of

“middle age” in this market. Thus, a quadratic effect (see Section 314) might

be expected for an age variable in a multiple linear regression model to predict

price. As discussed at the end of Section 4.1.2, to facilitate this we calculate a

rescaled “age” variable from the “year built” variable by subtracting 1970 (the

approximate mean) and dividing by 10. The resulting Age variable has a mean

close to zero and a standard deviation just over 2. Dividing by 20 instead of

10 in the rescaling would lead to a variable with a standard deviation closer

to 1, but dividing by 10 leads to a more intuitive interpretation for Age—it

represents the number of decades away from 1970.

This dataset includes homes that have recently sold, where Price represents

the final sale price. However, it also includes homes that are “active listings”—

homes offered for sale (at price Price) but which have not sold yet. At the time

these data were collected, the final sale price of a home could sometimes be

considerably less than the price for which it was initially offered. The dataset
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also includes homes that were “pending sales” for which a sale price had been

agreed (Price) but paperwork still needed to be completed. To account for

possible differences between final sale prices and offer prices, we define an

indicator variable, ��2 , to model differences between actively listed homes

(��2 =1) and pending or sold homes (��2 =0).

This particular housing market comprises a number of different neighbor-

hoods, each with potentially different levels of housing demand. The strongest

predictor of demand that is available with this dataset relates to the nearest

school for each home. The housing market is contained within the geographic

boundaries of a single high school, but there are six different elementary schools

within this area. Thus, we define five indicator variables to serve as a proxy

for the geographic neighborhood of each home. The most common elementary

school in the dataset is Redwood Elementary School, so we select this to be the

“reference level” (see Section 4.3.2). The indicator variables ��3 to �%0 then

represent differences of the following schools from Redwood: Edison, Harris,

Adams, Crest, and Parker.

6.1.2. Exploratory data analysis

Figure 6.1 displays a scatterplot matrix of the quantitative variables in the

home prices dataset (see computer help #16 in the software information files

available from the book website). Remember that for any plot in the scatterplot

matrix, look to the left or right for the label of the vertical axis and up or down

for the label of the horizontal axis. This is not so different from what we do

in a regular scatterplot (where we look to the left for the label of the vertical

axis and down for the label of the horizontal axis). While there are a number

536



Price

1.5 2.0 2.5 1.0 2.0 3.0 −6 −2 2

1
5
0

3
0
0

4
5

0

1
.5

2
.0

2
.5

Floor

Lot

2
4

6
8

1
.0

2
.0

3
.0

Bath

Bed
2

3
4

5
6

−
6

−
2

2

Age

150 300 450 2 4 6 8 2 3 4 5 6 0.0 1.0 2.0 3.0

0
.0

1
.0

2
.0

3
.0

Gar

Figure 6.1: Scatterplot matrix of the quantitative variables in the HOMES6 data

file.
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Figure 6.2: Boxplots of Price versus status (left) and Price versus elementary

school (right) for the HOMES6 data file.

of bivariate associations evident, these tell us little about the likely form of a

useful multiple linear regression model. The plots do show a number of points

that stick out from the dominant patterns. None of these values are so far from

the remaining values that they are likely to cause a problem with subsequent

analysis, but it is worth making a note of them just in case. Home 76 has a

much larger floor size than the rest, while home 74 has a larger lot size than the

rest (and is quite expensive). Home 35 is the only one with six bedrooms, while

home 54 is the oldest home. Homes 21 and 47 are the only ones with three-car

garages, while home 2 is the most expensive and home 5 is the cheapest.

Figure 6.2 displays boxplots of Price versus the two qualitative variables in

the HOMES6 data file (see computer help #21). Homes prices are less variable

and have a higher median for active listings relative to homes that have recently

sold (or are pending sales). Prices tend to be higher in neighborhoods near the

Harris and Edison schools, and lower for Adams, with the other three schools

broadly similar in a “moderate” range. Home 74 is particularly expensive for

a typical Redwood home, while home 40 is similarly expensive for a typical
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Parker home. Keep in mind that these observations do not take into account

the quantitative predictors, Floor , Lot , and so on.

6.1.3. Regression model building

We first try a model with each of the predictor variables “as is” (no transfor-

mations or interactions):

E(Price) = 10 + 11Floor + 12Lot + 13Bath + 14Bed + 15Age + 16Gar

+17 ��2 + 18 ��3 + 19 ��0 + 110 ��3 + 111 ��A + 112 �%0 .

This model results in values of R2=0.5305 and B =45.11 but isn’t very satisfac-

tory for a number of reasons. For example, the residuals from this model fail to

satisfy the zero mean assumption in a plot of the residuals versus Age, display-

ing a pronounced curved pattern (plot not shown). To attempt to correct this

failing, we will add an Age2 transformation to the model, which as discussed

above was also suggested from the realtor’s experience. The finding that the

residual plot with Age has a curved pattern does not necessarily mean that an

Age2 transformation will correct this problem, but it is certainly worth trying.

In addition, both Bath and Bed have relatively large individual t-test

p-values in this first model, which appears to contradict the notion that home

prices should increase with the number of bedrooms and bathrooms. However,

the association with bedrooms and bathrooms may be complicated by a possi-

ble interaction effect. For example, adding extra bathrooms to homes with just

two or three bedrooms might just be considered a waste of space and so have a

negative impact on price. Conversely, there is a clearer benefit for homes with

four or five bedrooms to have more than one bathroom, so adding bathrooms
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for these homes probably has a positive impact on price. To model such an

association we will add a BathBed interaction term to the model.

Therefore, we next try the following model:

E(Price) = 10 + 11Floor + 12Lot + 13Bath + 14Bed + 15BathBed + 16Age

+17Age2 + 18Gar + 19 ��2 + 110 ��3 + 111 ��0 + 112 ��3

+113 ��A + 114 �%0 .

This model results in values of R2 = 0.5989 and B = 42.37 and has residuals

that appear to satisfy the four regression model assumptions of zero mean,

constant variance, normality, and independence reasonably well (residual plots

not shown). However, the model includes some terms with large individual

t-test p-values, suggesting that perhaps it is more complicated than it needs to

be and includes some redundant terms. In particular, the last three elementary

school indicators (for Adams, Crest, and Parker) have p-values of 0.310, 0.683,

and 0.389. We conduct a nested model F-test to see whether we can safely

remove these three indicators from the model without significantly worsening

its fit (at a 5% significance level):
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Model Summary

Adjusted Regression Change Statistics

Model R Squared R Squared Std. Error F-stat df1 df2 Pr(>F)

3 0 0.5883 0.5175 41.91

2 1 0.5989 0.5068 42.37 0.5366 3 61 0.659

0 Predictors: (Intercept), Floor , Lot , Bath, Bed , BathBed , Age, Age2, Gar , ��2 , ��3 ,

��0.

1 Predictors: (Intercept), Floor , Lot , Bath, Bed , BathBed , Age, Age2, Gar , ��2 , ��3 ,

��0, ��3 , ��A , �%0.

Since the p-value of 0.659 is more than our significance level (0.05), we

cannot reject the null hypothesis that the regression parameters for the last

three school indicators are all zero. In addition, removing these three indicators

improves the values of adjusted R2 (from 0.5068 to 0.5175) and B (from 42.37

to 41.91). Removing these three school indicators from the model means that

the reference level for school now comprises all schools except Edison (��3)

and Harris (��0), in other words, Redwood, Adams, Crest, and Parker (so

that we no longer model any systematic differences between these four schools

with respect to home prices).
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6.1.4. Results and conclusions

Thus, a final model for these data is

E(Price) = 10 + 11Floor + 12Lot + 13Bath + 14Bed + 15BathBed

+16Age + 17Age2 + 18Gar + 19 ��2 + 110 ��3 + 111 ��0 .

Statistical software output for this model (see computer help #31) is:

Model Summary

Sample Multiple Adjusted Regression

Model Size R Squared R Squared Std. Error

3 0 76 0.5883 0.5175 41.91

0 Predictors: (Intercept), Floor , Lot , Bath, Bed , BathBed , Age, Age2,

Gar , ��2 , ��3 , ��0.
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Parameters 0

Model Estimate Std. Error t-stat Pr(> |t|)

3 (Intercept) 332.471 106.599 3.119 0.003

Floor 56.721 27.974 2.028 0.047

Lot 9.916 3.438 2.884 0.005

Bath −98.153 42.666 −2.300 0.025

Bed −78.909 27.752 −2.843 0.006

BathBed 30.389 11.878 2.558 0.013

Age 3.302 3.169 1.042 0.301

Age2 1.641 0.733 2.238 0.029

Gar 13.118 8.285 1.583 0.118

��2 27.426 10.988 2.496 0.015

��3 67.062 16.822 3.987 0.000

��0 47.275 14.844 3.185 0.002

0 Response variable: Price.

The estimated regression equation is therefore

�Price = 332.47 + 56.72Floor + 9.92Lot − 98.15Bath − 78.91Bed

+ 30.39BathBed + 3.30Age + 1.64Age2 + 13.12Gar + 27.43��2

+ 67.06��3 + 47.27��0 .

This final model results in residuals that appear to satisfy the four re-

gression model assumptions of zero mean, constant variance, normality, and
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independence reasonably well (residual plots not shown). Also, each of the

individual t-test p-values is below the usual 0.05 threshold (including Bath,

Bed , and the BathBed interaction), except Age (which is included to preserve

hierarchy since Age2 is included in the model) and Gar (which is nonetheless

retained since its 0.118 p-value is low enough to suggest a potentially important

effect).

The highest leverage in the dataset is for home 76 (with a large floor size),

although home 54 (the oldest home) is not far behind. Home 54 has the highest

Cook’s distance, although it is not above the 0.5 threshold. Neither of these

homes dramatically changes the regression results if excluded. None of the

studentized residuals are outside the ±3 range, so there are no outliers.

The model can explain 58.8% of the variation in price, and predictions

using the model are likely to be accurate to within approximately ±$83,800 (at

a 95% confidence level). To put this in context, prices in this dataset range from

$155,500 to $450,000. This still leaves more than 40% of the variation in price

unexplained by the model, which suggests that the dataset predictors can only

go so far in helping to explain and predict home prices in this particular housing

market. Variables not measured that could account for the remaining 41.2%

of the price variation might include other factors related to the geographical

neighborhood, condition of the property, landscaping, and features such as

updated kitchens and fireplaces.

A potential use for the model might be to narrow the range of possible

values for the asking price of a home about to be put on the market. For

example, suppose that a home with the following features is going to be put on

the market: 1,879 square feet, lot size category 4, two and a half bathrooms,

three bedrooms, built in 1975, two-car garage, and near to Parker Elementary
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School. A 95% prediction interval ignoring the model (i.e., using the equation

in Section 53) comes to ($164,800, $406,800). By contrast, a 95% prediction

interval using the model results (i.e., using the equation in Section 278) comes

to ($197,100, $369,000). A realtor could then advise the vendors to price their

home somewhere within this range, depending on other factors not included

in the model (e.g., toward the upper end of this range if the home is on a

nice street, the property is in good condition, and some landscaping has been

done to the yard). As is often the case, the regression analysis results are more

effective when applied in the context of expert opinion and experience.

A further use for the model might be to utilize the specific findings relating

to the effects of each of the predictors on the price. Since 1̂1=56.72, we expect

sale price to increase by $5,672 for each 100-square foot increase in floor size,

all else held constant. Similarly, since 1̂2=9.92, we expect sale price to increase

by $9,920 for each one-category increase in lot size, all else held constant.

Similarly, since 1̂8=13.12, we expect sale price to increase by $13,120 for each

vehicle increase in garage size, all else held constant.

Interpretation of the parameter estimates for Bath, Bed , and Age are com-

plicated somewhat by their interactions and transformations. In Section 5.5

we showed how to construct predictor effect plots to make such interpretations

easier (and to display graphically even the more straightforward interpretations

for Floor , Lot , and Gar). First consider how Price changes as Floor changes.

Since Floor is not included in any interaction terms, we can isolate this change

in Price when we hold the remaining predictors constant (at sample mean val-

ues for the quantitative predictors, and zero for the indicator variables). Then
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Figure 6.3: Predictor effect plots for Floor and Lot in the home prices example. In

the left plot, the Floor effect of 134.92 + 56.72Floor is on the vertical axis, while

Floor is on the horizontal axis. In the right plot, the Lot effect of 207.15 + 9.92Lot is

on the vertical axis, while Lot is on the horizontal axis.

the “Floor effect on Price” is

Floor effect = 134.92 + 56.72Floor .

The value 56.72 comes directly from the Floor part of the estimated regression

equation, while the value 134.92 results from plugging in the sample means

for Lot , Bath, Bed , Age, and Gar , and zero for ��2 , ��3 , and ��0 to the

rest of the equation. This Floor effect then represents how Price changes as

Floor changes for homes with average values for Lot, . . . ,Gar that are in the

Redwood, Adams, Crest, or Parker neighborhoods.

We can then construct a line plot with this Floor effect on the vertical axis

and Floor on the horizontal axis—the left-hand plot in Figure 6.3 illustrates

(see computer help #42). Over the range of values in the dataset, as floor size

increases from approximately 1,440 to 2,900 square feet, prices increase from

approximately $215k to $300k on average (for homes with average values for
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Lot, . . . ,Gar that are in the Redwood, Adams, Crest, or Parker neighborhoods).

Homes with other values for Lot, . . . ,Gar , or that are in other neighborhoods,

tend to have price differences of a similar magnitude for similar changes in floor

size (although the sales prices of individual homes will depend on those values

of Lot, . . . ,Gar and neighborhood)—the predictor effect plot would simply have

different values on the vertical axis, but the slope of the line would be the same.

Similarly, the “Lot effect on Price” is

Lot effect = 207.15 + 9.92Lot .

The right-hand plot in Figure 6.3 shows a line plot with this Lot effect on

the vertical axis and Lot on the horizontal axis. Over the range of values in

the dataset, as lot size category increases from 1 to 11, prices increase from

approximately $215k to $315k on average (for homes with average values for

Floor , Bath, Bed , Age, and Gar that are in the Redwood, Adams, Crest, or

Parker neighborhoods). Again, homes with other predictor values tend to have

price differences of a similar magnitude for similar changes in lot size.

The “BathBed effect on Price” involves an interaction:

BathBed effect = 504.12 − 98.15Bath − 78.91Bed + 30.39BathBed .

The left-hand plot in Figure 6.4 shows a line plot with this BathBed effect on

the vertical axis, Bath on the horizontal axis, and lines marked by the value

of Bed (see computer help #42). Adding bathrooms to homes with just two

or three bedrooms (holding all else constant) has a negative impact on price

(particularly two-bedroom homes). Conversely, adding bathrooms to homes

with four or five bedrooms (holding all else constant) has a positive impact

547



Bath = # bathrooms

B
a

th
B

e
d

 e
ff
e

c
t 

o
n

 P
ri

c
e

1 2 3

2
2

0
2

6
0

3
0

0 2

2

3

3

4

4

5

5

Lines marked by # beds

Bed = # bedrooms

B
a

th
B

e
d

 e
ff
e

c
t 

o
n

 P
ri

c
e

2 3 4 5

2
2

0
2

6
0

3
0

0 1

1

2

2

3

3

Lines marked by # baths

Figure 6.4: Predictor effect plots for Bath and Bed in the home prices example. In

the left plot, the BathBed effect of 504.12 − 98.15Bath − 78.91Bed + 30.39BathBed is

on the vertical axis while Bath is on the horizontal axis and the lines are marked by

the value of Bed . In the right plot, the BathBed effect is on the vertical axis while

Bed is on the horizontal axis and the lines are marked by the value of Bath.

on price (particularly five-bedroom homes). The scale on the plot shows the

approximate magnitude of average prices for different numbers of bathrooms

and bedrooms (for homes with average values for Floor , Lot , Age, and Gar

that are in the Redwood, Adams, Crest, or Parker neighborhoods). Again,

homes with other predictor values tend to have price differences of a similar

magnitude for similar changes in the numbers of bathrooms and bedrooms.

The right-hand plot in Figure 6.4 shows a line plot with the BathBed effect

on the vertical axis and Bed on the horizontal axis, and lines marked by the

value of Bath. Adding bedrooms to homes with one or two bathrooms (holding

all else constant) has a negative impact on price (particularly one-bathroom

homes). Conversely, adding bedrooms to homes with three bathrooms (holding

all else constant) has a positive impact on price. The scale on the plot shows the

approximate magnitudes of average prices for different numbers of bathrooms

and bedrooms (for homes with average values for Floor , Lot , Age, and Gar
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that are in the Redwood, Adams, Crest, or Parker neighborhoods). Again,

homes with other predictor values tend to have price differences of a similar

magnitude for similar changes in the numbers of bathrooms and bedrooms.

The “Age effect on Price” is

Age effect = 246.88 + 3.30Age + 1.64Age2.

The left-hand plot in Figure 6.5 shows a line plot with this Age effect on the

vertical axis and year on the horizontal axis (see computer help #42). Over the

range of values in the dataset, average prices decrease from a high of approx-

imately $295k to a low of approximately $245k from the early 1900s to 1960,

and then increase again up to approximately $280k in 2005 (for homes with

average values for Floor , Lot , Bath, Bed , and Gar that are in the Redwood,

Adams, Crest, or Parker neighborhoods). Again, homes with other predictor

values tend to have price differences of a similar magnitude for similar changes

in age.

The “Gar effect on Price” is

Gar effect = 226.15 + 13.12Gar .

The right-hand plot in Figure 6.5 shows a line plot with this Gar effect on the

vertical axis and Gar on the horizontal axis. Over the range of values in the

dataset, as garage size increases from 0 to 3, prices increase from approximately

$225k to $265k on average (for homes with average values for Floor , . . . ,Age

that are in the Redwood, Adams, Crest, or Parker neighborhoods). Again,

homes with other predictor values tend to have price differences of a similar

magnitude for similar changes in garage size.
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Figure 6.5: Predictor effect plots for Age and Gar in the home prices example. In

the left plot, the Age effect of 246.88 + 3.30Age + 1.64Age2 is on the vertical axis

while Age is on the horizontal axis. In the right plot, the Gar effect of

226.15 + 13.12Gar is on the vertical axis while Gar is on the horizontal axis.

The indicator variable effects are more easily described in words. An active

listing (with all else held constant) tends to add $27,400 to the price of a home

(perhaps suggesting that homes tend to be offered for sale substantially over-

priced in this housing market). Finally, two elementary schools seem to offer

a price premium: Edison (approximately $67,100) and Harris (approximately

$47,300). This does not necessarily mean that it is just the proximity of these

particular schools to a home that is associated with increased sale prices. It is

more likely in this case that there are a range of features associated with these

neighborhoods that tend to increase home prices (e.g., in this case Edison and

Harris elementary schools are both close to the major university in the state,

the University of Oregon).
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6.1.5. Further questions

1. It is possible that the final model could be improved by considering inter-

actions between the quantitative predictors and the indicator variables,

for example, ��2Floor . Investigate whether there are any such interac-

tions that significantly improve the model.

2. Investigate whether an alternative measure of lot size might be more

appropriate than the categories used in the dataset. For example, define

a new predictor variable that is the natural logarithm of the midpoint

of the lot size range (in thousands of square feet) represented by each

category [i.e., log4 (1.5)=0.41 for category 1, log4 (4)=1.39 for category 2,

and so on]. Reanalyze the data with this new predictor in place of Lot .

Do model results change drastically when you do this?

3. Investigate whether counting half-bathrooms as 0.1 is reasonable. For

example, change values ending in .1 in the dataset to end in .5 instead,

and reanalyze the data. Do model results change drastically when you

do this?

4. Investigate whether there appear to be any systematic differences be-

tween pending sale prices and actual sales prices (all else equal). The

analysis just described assumes no difference since the only indicator

variable for “status” is ��2 , which is 1 for active houses and 0 for both

pending sales and sold houses. Add an indicator variable that is 1 for

pending sales and 0 for both active and sold houses, and reanalyze the

data. Do model results change drastically when you do this?

5. The values for Price are slightly skewed in a positive direction, suggest-

ing perhaps that transforming Price to log4 (Price) might result in an

improved multiple linear regression model—see Section 4.1.4. Reanalyze
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the data, but use log4 (Price) as the response variable instead of Price.

Interpret results, remembering that regression parameter estimates such

as 1̂1 will need to be transformed to exp(1̂1)−1, where they now repre-

sent the expected proportional change in Price from increasing Floor by

1 unit (holding all else constant).

6. Obtain similar data for a housing market near you (e.g., listings of homes

for sale are commonly available on the Internet), and perform a regression

analysis to explain and predict home prices in that market. Compare and

contrast your results with the results presented here.

6.2. Vehicle fuel efficiency

6.2.1. Data description

The CARS6 data file (obtained from www.fueleconomy.gov) contains infor-

mation for 351 new U.S. passenger cars for the 2011 model year. We wish to

explain and predict Cmpg , the city miles per gallon (MPG) using the following

predictor variables:
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Eng = engine size (liters)

Cyl = number of cylinders

Vol = interior passenger and cargo volume (hundreds of cubic feet)

�'F = indicator for rear-wheel drive

��F = indicator for all-wheel drive

�4F = indicator for four-wheel drive

�(C = indicator for supercharged or turbocharged

We might expect that more powerful, larger vehicles (with high values of

Eng , Cyl , and/or Vol) would have relatively low fuel efficiency (low values of

Cmpg). The vehicles in the data file have also been categorized according to

their drive system (127 front-wheel drive, 120 rear-wheel drive, 84 all-wheel

drive, and 20 four-wheel drive), and their “air aspiration method” (266 natu-

rally aspirated, 7 supercharged, and 78 turbocharged). Rear-wheel drive, all-

wheel drive, and four-wheel drive vehicles are commonly less fuel efficient than

similar front-wheel drive vehicles, while supercharged or turbocharged vehi-

cles are commonly less fuel efficient than naturally aspirated vehicles. Thus

for modeling purposes, we’ve defined the indicator variables, �'F , ��F , and

�4F to allow for differences among the different drive types (relative to front-

wheel drive, which is the reference-level category for drive). Similarly, we’ve

defined �(C to allow for differences between supercharged or turbocharged vehi-

cles and naturally aspirated vehicles (the reference-level category for aspiration

method).
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Figure 6.6: Scatterplot matrix of the quantitative variables in the CARS6 data file.

6.2.2. Exploratory data analysis

Figure 6.6 displays a scatterplot matrix of the quantitative variables in the

CARS6 dataset (see computer help #16 in the software information files avail-

able from the book website). While there are a number of bivariate associations

evident, these tell us little about the likely form of a useful multiple linear re-

gression model. The plots do show a number of points that stick out from the

dominant patterns. Since some of these observations may cause a problem with
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Figure 6.7: Boxplots of Cmpg versus drive system (left) and air aspiration method

(right) for the CARS6 data file.

subsequent analysis, it is worth making a note of them. Vehicles 202 (Maserati

Granturismo Convertible) and 203 (Maserati Quattroporte 4.2L) have low val-

ues of Cmpg but only medium-high values of Eng and Cyl . There are a handful

of 12-cylinder vehicles with an engine size of 6 liters of less, such as the Bentley

Continental GTC FFV (vehicle 28) and BMW 760Li (vehicle 63). By contrast,

one of the 8-cylinder vehicles has a 6.8-liter engine (the Bentley Mulsanne,

vehicle 29).

Figure 6.7 displays boxplots of Cmpg versus the two qualitative variables

in the CARS6 (see computer help #21). Front-wheel drive vehicles appear to

be the most fuel efficient overall (although there is quite a lot of variation),

with rear-wheel drive, all-wheel drive, and four-wheel drive vehicles having the

same median Cmpg but slightly different distributions of values. Fuel efficiency

tends to be higher for naturally aspirated vehicles relative to supercharged and

turbocharged vehicles. Keep in mind that these observations do not take into

account the quantitative predictors, Eng , Cyl , and Vol .
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6.2.3. Regression model building

We first try a model with each predictor variable “as is” (no transformations

or interactions):

E(Cmpg) = 10 + 11Eng + 12Cyl + 13Vol + 14 �'F + 15 ��F + 16 �4F + 17 �(C .

This model results in a value of R2 = 0.8274 but isn’t very satisfactory

because the residuals from this model fail to satisfy the zero mean assumption

in a plot of the residuals versus fitted values, displaying a pronounced curved

pattern (plot not shown). As in Sections 4.3.2 and 5.1, we will instead try using

Cgphm =100/Cmpg (city gallons per hundred miles) as our response variable:

E(Cgphm) = 10 + 11Eng + 12Cyl + 13Vol + 14 �'F + 15 ��F + 16 �4F + 17 �(C .

This model improves the R2 value to 0.8535 and now has residuals that appear

to satisfy the four regression model assumptions of zero mean, constant vari-

ance, normality, and independence reasonably well (residual plots not shown).

The regression standard error, B, for this model is 0.4611, while adjusted R2 is

0.8505.

It might be possible to improve the model further with interactions between

the quantitative predictors and the indicator variables, for example, �'FEng .

Also, since the vehicles in the sample have different drive systems and air

aspiration types, we can try interactions between �'F and �(C , and between

��F and �(C (but not between �4F and �(C since there are no supercharged

or turbocharged four-wheel drive vehicles in the sample). We can then also try

interactions such as that between �'F�(C and Eng .

Investigations with nested model F-tests (not shown) finds 11 of these inter-
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actions to be potentially useful. However, the regression parameter estimates

for two of these interactions, �'FEng and ��FEng , are very close to one an-

other. This suggests that perhaps the linear association between Cgphm and

Eng (holding all else constant) is similar for rear-wheel and all-wheel drive

vehicles, and we could replace the respective two regression parameters with a

single (common) regression parameter. We can test this using a nested model

F-test in a similar way to the example in Section 391. To do this, we define a

new predictor term equal to �'F�FEng , where �'F�F =�'F+��F is an indica-

tor variable for rear-wheel and all-wheel drive vehicles, and compare the model

with this new predictor term to the model with both �'FEng and ��FEng .

The resulting nonsignificant p-value confirms that the simpler (reduced) model

with �'F�FEng is preferred.

6.2.4. Results and conclusions

This final model with 10 interactions is

E(Cgphm) = 10 + 11Eng + 12Cyl + 13Vol + 14 �'F + 15 ��F + 16 �4F + 17 �(C

+18 ��F�(C + 18 �'F�FEng + 110 �(CEng + 111 �'FCyl

+112 ��FCyl + 113 �4FCyl + 114 �(CCyl + 115 ��F�(CCyl

+116 ��FVol + 117 �4FCyl .

Statistical software output for this model (see computer help #31) is:
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Model Summary

Sample Multiple Adjusted Regression

Model Size R Squared R Squared Std. Error

3 0 351 0.8841 0.8782 0.4162

0 Predictors: (Intercept), Eng , Cyl , Vol ,�'F ,��F ,�4F ,�(C , 10 interactions.
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Parameters 0

Model Estimate Std. Error t-stat Pr(> |t|)

3 (Intercept) 1.896 0.262 7.231 0.000

Eng 0.879 0.113 7.766 0.000

Cyl −0.042 0.086 −0.492 0.623

Vol 0.619 0.179 3.457 0.001

�'F −0.142 0.262 −0.542 0.588

��F 1.459 0.576 2.534 0.012

�4F 0.182 0.764 0.238 0.812

�(C 1.384 0.237 5.830 0.000

��F�(C −1.499 0.422 −3.556 0.000

�'F�FEng −0.675 0.127 −5.327 0.000

�(CEng 0.710 0.116 6.126 0.000

�'FCyl 0.452 0.096 4.708 0.000

��FCyl 0.325 0.102 3.175 0.002

�4FCyl −0.188 0.156 −1.209 0.228

�(CCyl −0.570 0.086 −6.632 0.000

��F�(CCyl 0.275 0.067 4.121 0.000

��FVol −0.745 0.411 −1.815 0.070

�4FVol 1.358 0.468 2.902 0.004

0 Response variable: Cgphm.

This final model results in residuals that appear to satisfy the four re-
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gression model assumptions of zero mean, constant variance, normality, and

independence reasonably well (residual plots not shown). Also, while not all

of the individual t-test p-values are below the usual 0.05 threshold, most are

reasonably low (except Cyl , �'F , and �4F , which are retained for hierarchy

reasons). Although the individual p-value for �4FCyl is high enough to suggest

dropping this term from the model, overall results change little if we do and

we retain this term for the remainder of this example.

The highest leverage observation in the dataset is vehicle 63 [BMW 760Li,

leverage 0.34, which exceeds the 3(:+1)/= = 0.15 threshold], while the vehicle

with the highest Cook’s distance is vehicle 28 (Bentley Continental GTC FFV,

Cook’s distance 0.06, which does not exceed the 0.5 threshold). With 6-liter

engines and 12 cylinders, both vehicles are potentially influential, but neither

dramatically changes the regression results if excluded.

There are five studentized residuals outside the ±3 range, that is, poten-

tial outliers. Each potential outlier has a much higher value of Cgphm (i.e.,

worse fuel efficiency) than expected by the model results: Maserati Gran-

turismo Convertible (vehicle 202), Maserati Quattroporte 4.2L (vehicle 203),

Maserati Quattroporte 4.7L (vehicle 204), Mercedes CLS 63 AMG (vehicle

217), and Maserati Granturismo (vehicle 200). With a relatively large sample

size like this, we might expect a few studentized residuals outside the ±3 range.

Furthermore, none of these five studentized residuals dramatically changes the

regression results if excluded. So, there is no need to remove these five vehicles

from the dataset—they merely represent the most extreme values of Cgphm

relative to the model results.

The model can explain 88.4% of the variation in Cgphm, and predictions

using the model are likely to be accurate to within approximately ±0.832 gallon
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per hundred miles (at a 95% confidence level). To put this in context, Cgphm

in this dataset ranges from 3.448 to 9.091 gallons per hundred miles.

A potential use for the model might be to identify the most fuel-efficient

vehicles of each vehicle class relative to the model predictions. The model allows

prediction of the city MPG for a vehicle with particular values for Eng , Cyl ,

and so on. For the sake of illustration, consider two midsize cars: the Buick

Lacrosse 2.4L (vehicle 71) and the Kia Optima 2.4L (vehicle 170). Both cars

have very similar measured features (2.4-liter engines, 4 cylinders, 116 or 117

cubic feet of interior passenger and cargo volume, naturally aspirated, front-

wheel drive), and both are predicted by the model to get a little under 22

city MPG (�Cgphm =4.55 for the Buick Lacrosse, equivalent to 100/4.55=22.0

MPG, and �Cgphm = 4.56 for the Kia Optima, equivalent to 100/4.56 = 21.9

MPG). However, the Buick Lacrosse actually gets just 19 city MPG, while the

Kia Optima gets 24. In other words, to find the most fuel-efficient vehicles,

taking into account the features represented by Eng , Cyl , and so on, we should

identify those vehicles with the largest negative residuals (since if the actual

value of Cgphm is much smaller than its prediction from the model, then the

corresponding value of Cmpg) will be much larger than predicted.

This is not the same as just identifying vehicles with the lowest values of

Cgphm (or, equivalently, the highest values of Cmpg). For example, vehicle

92 (Chevrolet Aveo 5 1.6L) gets 25 city MPG, better than the Kia Optima

2.4L, but this is worse than its model prediction (100/3.74= 26.7 city MPG).

Vehicles with features like the Kia Optima’s can be expected to get just 22

city MPG, but the Kia Optima actually gets 24 city MPG. In other words, we

might expect that the different features of the Kia Optima compared with the

Chevrolet Aveo (larger engine, roomier) could result in a large trade-off with
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respect to reduced fuel efficiency (since the model predictions differ greatly

from 21.9 for the Kia to 26.7 for the Chevrolet). However, this is not the case

since actual fuel efficiency for these two vehicles differs only slightly from 24

for the Kia to 25 for the Chevrolet.

Based on the model results, the “best” vehicles in each class (with respect

to high actual city MPG relative to model predictions) are:

• Minicompact and two-seater cars: Aston Martin DB9 5.9L (actual Cmpg =

13, predicted 11.9).

• Subcompact cars: Ford Mustang 5L (actual Cmpg =18, predicted 15.0).

• Compact cars: Chevrolet Camaro 6.2L (actual Cmpg =16, predicted 14.4).

• Midsize cars: BMW 528i 3L (actual Cmpg =22, predicted 18.0).

• Large cars: Hyundai Genesis 4.6L (actual Cmpg =17, predicted 14.8).

• Station wagons: Nissan Juke Awd 1.6L (actual Cmpg =25, predicted 22.1).

• Sport utility vehicles: Mercedes ML 550 4matic 5.5L (actual Cmpg = 13,

predicted 12.5).

A further use for the model might be to utilize the specific findings relating

to the effects of each of the predictors on city MPG. Section 5.5 showed how

to construct predictor effect plots to facilitate this. First consider how Cmpg

changes as Eng changes. Since Eng is included in interaction terms with �'F�F

and �(C , we can isolate this change in Cmpg when we hold the remaining quan-

titative predictors constant (e.g., at the most common number of cylinders, 6,

for Cyl and at the sample mean value for Vol , 110 cubic feet). Then the “Eng

effect on Cmpg” is

Eng effect = 100/(2.32 + 2.57�'F + 2.59��F + 0.54�4F + 0.25�(C

+ 0.15��F�(C + 0.88Eng − 0.68�'F�FEng + 0.71�(CEng).
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Figure 6.8: Predictor effect plots for Eng in the fuel efficiency example. The Eng

effect of 100/(2.32+ 2.57�'F + 2.59��F + 0.54�4F + 0.25�(C + 0.15��F�(C + 0.88Eng −
0.68�'F�FEng + 0.71�(CEng) is on the vertical axis, while Eng is on the horizontal

axis, and the lines are marked by drive system for naturally aspirated vehicles in the

left plot and for supercharged and turbocharged vehicles in the right plot.

The values 0.88, −0.68, and 0.71 come directly from the estimated regression

equation. The other values result from plugging in 6 for Cyl and the sample

mean for Vol into the rest of the equation. This Eng effect then represents

how Cmpg changes as Eng changes for vehicles with six cylinders and average

interior passenger and cargo volume. We can further plug in values of 0 and 1

for the indicator variables �'F , ��F , �4F , �(C , and �'F�F to calculate specific

equations for different types of vehicle.

This is perhaps clearer to show on a line plot with the Eng effect on the

vertical axis, Eng on the horizontal axis, and lines marked for different types

of vehicle—Figure 6.8 illustrates (see computer help #42). Over the range of

values in the dataset, as engine size increases from 1.4 to 6.8 liters (holding

all else constant), fuel efficiency decreases, first steeply (at small engine sizes)

and then becoming more gradual (at larger engine sizes). The rate of decrease

depends on the type of vehicle, as shown by the different lines on the plots
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(which represent vehicles with six cylinders and average interior passenger and

cargo volume, 110 cubic feet). Vehicles with other predictor values tend to have

fuel efficiency differences of a similar magnitude for similar changes in engine

size (although the fuel efficiencies of individual vehicles will depend on those

predictor values)—the predictor effect plot would simply have different values

on the vertical axis, but the general appearance of the lines would be the same.

We can also see from Figure 6.8 that the model successfully captures the

tendency for front-wheel drive vehicles to be more fuel efficient than rear-wheel

and all-wheel drive vehicles (with similar engine sizes), which in turn tend to be

more fuel efficient than four-wheel drive vehicles (with similar engine sizes). We

can also confirm that naturally aspirated vehicles tend to be more fuel efficient

than supercharged or turbocharged vehicles (with similar engine sizes).

We can also calculate the “Cyl effect on Cmpg” as

Cyl effect = 100/(5.57 − 2.44�'F − 1.66��F + 1.67�4F + 3.80�(C

− 1.50��F�(C − 0.04Cyl + 0.45�'FCyl + 0.33��FCyl

− 0.19�4FCyl − 0.57�(CCyl + 0.27��F�(CCyl ).

Figure 6.9 shows line plots with this Cyl effect on the vertical axis, Cyl on the

horizontal axis, and lines marked for different types of vehicle (see computer

help #42).

Over the range of values in the dataset, as the number of cylinders increases

from 4 to 12 (holding all else constant), fuel efficiency generally decreases

gradually for all-wheel and rear-wheel drive naturally aspirated vehicles, but

increases slightly for four-wheel drive naturally aspirated vehicles and front-

and rear-wheel drive supercharged or turbocharged vehicles. By contrast, there
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Figure 6.9: Predictor effect plots for Cyl in the fuel efficiency example. The Cyl

effect of 100/(5.57 − 2.44�'F − 1.66��F + 1.67�4F + 3.80�(C − 1.50��F�(C −
0.04Cyl + 0.45�'FCyl + 0.33��FCyl − 0.19�4FCyl − 0.57�(CCyl + 0.27��F�(CCyl ) is

on the vertical axis, while Cyl is on the horizontal axis, and the lines are marked by

drive system for naturally aspirated vehicles in the left plot and for supercharged

and turbocharged vehicles in the right plot.

is little change for front-wheel drive naturally aspirated vehicles and all-wheel

drive supercharged or turbocharged vehicles. The rate of change depends on

the type of vehicle, as shown by the different lines on the plots (which represent

vehicles with average engine size, 3.4 liters, and average interior passenger and

cargo volume, 110 cubic feet). Vehicles with other predictor values tend to have

fuel efficiency differences of a similar magnitude for similar changes in number

of cylinders.

These findings are quite complex and it would require careful consideration

by a subject-matter expert to make sense of them. What the model appears

to be saying is that increasing the number of cylinders in a vehicle (while

keeping its engine size and interior passenger and cargo volume fixed) allows

for small fuel efficiency gains in some types of vehicle but not others. Of course,

since engine size and number of cylinders tend to be closely associated in most
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Figure 6.10: Predictor effect plots for Vol in the fuel efficiency example. The Vol

effect of 100/(4.63 + 0.28�'F + 1.11��F − 0.95�4F + 0.38�(C + 0.15��F�(C + 0.62Vol −
0.75��FVol + 1.36�4FVol ) is on the vertical axis, while Vol is on the horizontal axis,

and the lines are marked by the drive system for naturally aspirated vehicles in the

left plot and for supercharged and turbocharged vehicles in the right plot.

vehicles, any such fuel efficiency gains would likely be negated if both the engine

size and number of cylinders increases.

Finally, we can also calculate the “Vol effect on Cmpg” as

Vol effect = 100/(4.63 + 0.28�'F + 1.11��F − 0.95�4F + 0.38�(C

+ 0.15��F�(C + 0.62Vol − 0.75��FVol + 1.36�4FVol ).

Figure 6.10 shows line plots with this Vol effect on the vertical axis, Vol on the

horizontal axis, and lines marked for different types of vehicle (see computer

help #42).

Over the range of values in the dataset, as interior passenger and cargo

volume increases from 56 to 173 cubic feet (all else held constant), fuel efficiency

generally decreases gradually for front- and rear-wheel drive vehicles, and more

steeply for four-wheel drive vehicles. By contrast, there is little change for all-
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wheel drive vehicles as interior volume increases. These findings hold for both

naturally aspirated vehicles and supercharged or turbocharged vehicles. The

rate of change depends on the type of vehicle, as shown by the different lines

on the plots (which represent vehicles with average engine size, 3.4 liters, and

six cylinders). Vehicles with other predictor values tend to have fuel efficiency

differences of a similar magnitude for similar changes in interior volume.

6.2.5. Further questions

1. There are many models that appear to fit the sample data as effectively

as the final model presented here, but which include different subsets of

interactions. Do some model building to find another such model with

equally impressive results (R2 = 0.8841 and B = 0.4162) and investigate if

and how overall model conclusions (as described in Section 6.2.4) change.

(You should find that overall conclusions are relatively robust to the

precise form of the final model, as long as that model fits as well as the

model presented here.)

2. Can you come up with plausible explanations for all the results. For

example, why might four-wheel drive vehicles be particularly effected by

changes in Vol compared with the other types of vehicle (see Figure 6.10)?

3. Instead of using Cgphm as the response, try using log4 (Cmpg) as the

response. Compare and contrast your results with the results presented

here.

4. The analysis presented here used city MPG. Repeat the analysis using

highway MPG instead—this is available in the dataset as the variable

“Hmpg .”
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5. Obtain similar data for a more recent vehicle model year, and perform

a regression analysis to explain and predict miles per gallon (city or

highway). Compare and contrast your results with the results presented

here.

6.3. Pharmaceutical patches

6.3.1. Data description

The PATCHES data file contains experimental data for a pharmaceutical

patch manufactured under varying conditions. The data were provided by Craig

Allen, a consultant working in the pharmaceutical industry. The experiment

involved the production of 70 patches in different dosage strengths that were

formed in a press where the gap height and exposure time were varied. The

response variable is Diff , the percentage difference from a target value (varying

from −25% to 32%), which we wish to explain and predict using the following

predictor variables:

Dos = dosage strength (four distinct values: 25, 50, 75, or 100 micrograms)

Gap = gap height (continuous values between 36.45 and 45.72 mm)

Exp = exposure time (five distinct values: 10, 30, 60, 90, or 120 seconds)

Dos and Exp can be treated as quantitative predictors or as qualitative

predictors using indicator variables.
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Figure 6.11: Scatterplot matrix of the variables in the PATCHES data file.

6.3.2. Exploratory data analysis

Figure 6.11 displays a scatterplot matrix of the quantitative variables in the

PATCHES data file (see computer help #16 in the software information files

available from the book website). Remember that for any plot in the scatter-

plot matrix, look to the left or right for the label of the vertical axis and up

or down for the label of the horizontal axis. There are no obvious points that

stand out as anomalous, and none of the variables are particularly skewed. We
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will therefore proceed using the entire dataset and start off with all variables

untransformed. In the second plot in the top row, the values of Diff tend to

be higher for Dos = 25 and fairly consistent for the other three values. This

suggests that treating Dos as categorical could perhaps be more useful than

treating it continuously, with just one indicator variable needed (to distinguish

observations with Dos =25 from observations with Dos =50, 75, or 100). How-

ever, since a multiple linear regression model takes into account all associations

between the predictor and response variables, we cannot rule out the need for

the complete set of three indicator variables for Dos. For the third plot in the

top row, the values of Diff tend to be lower for low and high values of Gap

and higher in the middle, which suggests the possibility that a quadratic or

other nonlinear transformation of Gap might be needed in the final multiple

linear regression model. For the top right plot, there appears to be a linear

association between Diff and Exp, so we might expect to need only an un-

transformed linear term for Exp in a regression model. Again, however, since a

multiple linear regression model takes into account all associations between the

predictor and response variables, we cannot rule out the need for transforming

Exp or treating it as categorical and creating indicator variables.

6.3.3. Regression model building

The following table summarizes the model building process.
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Predictor

Terms

R2 Adj. R2 B Comments

Dos, Gap,

Exp

64.2 62.5 10.48 Variance inflation factors for Dos, Gap,

and Exp all low, so probably no multi-

collinearity problems to worry about.

�50, �75,

�100, Gap,

Exp

72.9 70.8 9.26 Indicator variables created for Dos

(�50, �75, �100) using Dos = 25 as a

reference level; increase in adjusted R2

and decrease in B suggest a better fit.

However, loess smooths on the residual

plots versus Gap and Exp have “hill

shapes,” suggesting that quadratic or

other nonlinear transformations may

be needed.

�50, �75,

�100, Gap,

Gap2, Exp,

Exp2

83.4 81.5 7.37 Gap2 and Exp2 added; increase in ad-

justed R2 and decrease in B suggests a

better fit. However, the estimated re-

gression parameters for �50, �75, and

�100 are all similar (−20.3, −18.8, and

−20.1 with standard errors of 2.4, 2.4,

and 2.6, respectively). This suggests

that rather than four “groups” we may

need to model just two groups, for

Dos =25 and for Dos =50, 75, or 100.
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Predictor

Terms

R2 Adj. R2 B Comments

�25, Gap,

Gap2, Exp,

Exp2

83.3 82.0 7.27 Indicator variable created for �25 (us-

ing Dos = 50, 75, or 100 as a reference

level); increase in adjusted R2 and de-

crease in B suggests a better fit. How-

ever, we also need to allow for the pos-

sibility of interactions between �25 and

the other predictor variables.

�25, Gap,

Gap2, Exp,

Exp2,

�25Gap,

�25Gap2,

�25Exp,

�25Exp2

86.2 84.1 6.83 Interactions added for �25Gap,

�25Gap2, �25Exp, �25Exp2; increase

in adjusted R2 and decrease in B sug-

gests a better fit. However, p-values for

�25Gap and �25Gap2 are large (0.56

and 0.55, respectively), suggesting

that they could be removed from the

model. This is confirmed with a nested

model F-test p-value of 0.73.

�25, Gap,

Gap2, Exp,

Exp2,

�25Exp,

�25Exp2

86.0 84.4 6.76 �25Gap and �25Gap2 removed from

the model; increase in adjusted R2

and decrease in B suggests a better

fit. Residual plots and other diagnos-

tic measures suggest that this model

fits well (see below), so this is our fi-

nal model.

572



−20 −10 0 10 20

−
2

−
1

0
1

2

Fitted value

S
tu

d
e
n
ti
z
e
d
 r

e
s
id

u
a
l

Figure 6.12: Scatterplot of the studentized residuals versus the fitted values from

the final model for the pharmaceutical patches example.

6.3.4. Model diagnostics

Residual plots versus each of the predictors for the final model (not shown)

suggest that the zero mean, constant variance, and independence regression

assumptions seem reasonable. Figure 6.12 displays a plot of the studentized

residuals versus fitted values, which also show no strong patterns to worry

about. Our only slight concern might be the suggestion of nonconstant variance

since the residuals appear to be slightly more variable in the middle of the range

of fitted values and less variable at the extremes. A histogram and QQ-plot of

the studentized residuals (not shown) suggest reasonable normality.

The highest leverage in the dataset is 0.29 for observation 26 (with low

values for each of the predictors), although observation 22 at 0.27 is not far

behind. The leverage warning threshold is 3(:+1)/==0.34, so neither point is

likely to be overly influential. [The 2(:+1)/= threshold does not apply since the
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highest leverage observation is not isolated.] Observations 26 and 22 also have

the two highest Cook’s distances, although neither is above the 0.5 threshold,

and neither dramatically changes the regression results if excluded. Since none

of the studentized residuals are outside the ±3 range, there are no outliers.

6.3.5. Results and conclusions

Thus, a final model for these data is

E(Diff ) = 10+11 �25+12Gap+13Gap2+14Exp+15Exp2+16 �25Exp+17 �25Exp2.

Statistical software output for this model (see computer help #31) is:

Model Summary

Sample Multiple Adjusted Regression

Model Size R Squared R Squared Std. Error

6 0 70 0.8601 0.8444 6.757

0 Predictors: (Intercept), �25, Gap, Gap2, Exp, Exp2, �25Exp, �25Exp2.
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Parameters 0

Model Estimate Std. Error t-stat Pr(> |t|)

6 (Intercept) −750.499 158.518 −4.734 0.000

�25 15.373 6.569 2.340 0.023

Gap 38.257 7.813 4.897 0.000

Gap2 −0.508 0.095 −5.352 0.000

Exp 0.490 0.145 3.385 0.001

Exp2 −0.001 0.001 −0.857 0.395

�25Exp 0.384 0.214 1.790 0.078

�25Exp2 −0.003 0.001 −2.374 0.021

0 Response variable: Diff .

The estimated regression equation is therefore

D̂iff = −750.499 + 15.373�25 + 38.257Gap − 0.508Gap2 + 0.490Exp

− 0.001Exp2 + 0.384�25Exp − 0.003�25Exp2.

Each of the individual t-test p-values is below the usual 0.05 threshold, ex-

cept Exp2 and �25Exp (which have been included to preserve hierarchy since

�25Exp2 is included in the model). The model can explain 86.0% of the varia-

tion in Diff , and predictions using the model are likely to be accurate to within

approximately ±13.5% (at a 95% confidence level). To put this in context, Diff

ranges from −25% to 32% in this dataset.

We next use the methods of Section 5.5 to construct predictor effect plots.
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Figure 6.13: Predictor effect plots for Gap and Exp in the PATCHES example. In

the left plot, the Gap effect, −718.341+24.534�25+38.257Gap−0.508Gap2, is on the

vertical axis, while Gap is on the horizontal axis. In the right plot, the Exp effect,

−33.992+15.373�25+0.490Exp−0.001Exp2+0.384�25Exp−0.003�25Exp2, is on the

vertical axis, while Exp is on the horizontal axis.

First consider how Diff changes as Gap changes, holding Exp constant at its

sample mean, 75.29 seconds. The “Gap effect on Diff ” is

Gap effect = −718.341 + 24.534�25 + 38.257Gap − 0.508Gap2.

The values in this expression result from plugging in the sample mean for Exp

to the estimated regression equation and simplifying as far as possible. This

Gap effect then represents how Diff changes as Gap changes for patches with

an average value for Exp.

The left-hand plot in Figure 6.13 displays a predictor effect plot with this

Gap effect on the vertical axis and Gap on the horizontal axis (see computer

help #42). Since the response variable measures the percentage difference from

target, finding where the expected response is zero is of particular interest.

Thus, a horizontal “zero threshold” line has been added to the plot. The upper
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curved line is for a dosage strength of 25 micrograms, showing a decreasing

nonlinear effect on the response variable as gap height increases, crossing the

zero threshold at about 45 mm. The lower line for dosage strengths of 50, 75,

and 100 shows a similar decreasing nonlinear effect as gap height increases, but

at a lower level overall so that it crosses the zero threshold at about 39 mm.

Similarly, the “Exp effect on Diff ” (holding Gap constant at its sample

mean, 40.11 mm) is

Exp effect = −33.992 + 15.373�25 + 0.490Exp − 0.001Exp2

+ 0.384�25Exp − 0.003�25Exp2.

The right-hand plot in Figure 6.13 displays a predictor effect plot with this Exp

effect on the vertical axis and Exp on the horizontal axis. The upper line is for

a dosage strength of 25 micrograms, showing an increasing nonlinear effect on

the response variable as exposure time increases, crossing the zero threshold

at about 25 seconds. The lower line for dosage strengths of 50, 75, and 100

micrograms shows a more linear increasing effect as exposure time increases,

but at a lower level overall so that it crosses the zero threshold at about 80

seconds.

An overall conclusion from this analysis might be that the “optimal” man-

ufacturing conditions for the low dose (25 micrograms) pharmaceutical patches

are a gap height of 45 mm and an exposure time of 25 seconds, while optimal

conditions for the high dose (50, 75, and 100 micrograms) patches are a gap

height of 39 mm and an exposure time of 80 seconds. No significant differences

were found between the 50-, 75-, and 100-microgram dosage strengths.
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6.3.6. Further questions

1. We initially treated Dos as a quantitative predictor variable, but then

switched to using indicator variables to represent the distinct values of

Dos. Investigate whether continuing to treat Dos as a quantitative pre-

dictor variable leads to broadly similar conclusions. Note that you’ll prob-

ably need to include Dos2 as an additional predictor term since the values

of Diff tend to be higher for Dos = 25 and fairly consistent for the other

three values (in other words, Dos seems to affect Diff nonlinearly).

2. We treated Exp as a quantitative predictor variable throughout the analy-

sis. Investigate whether using indicator variables to represent the distinct

values of Exp leads to broadly similar conclusions.
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